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SOA Antitrust Compliance Guidelines
Active participation in the Society of Actuaries is an important aspect of membership.  While the positive contributions of professional societies and associations are well-recognized 
and encouraged, association activities are vulnerable to close antitrust scrutiny.  By their very nature, associations bring together industry competitors and other market 
participants.  

The United States antitrust laws aim to protect consumers by preserving the free economy and prohibiting anti-competitive business practices; they promote competition.  There 
are both state and federal antitrust laws, although state antitrust laws closely follow federal law.  The Sherman Act, is the primary U.S. antitrust law pertaining to association 
activities.   The Sherman Act prohibits every contract, combination or conspiracy that places an unreasonable restraint on trade.  There are, however, some activities that are illegal 
under all circumstances, such as price fixing, market allocation and collusive bidding.  

There is no safe harbor under the antitrust law for professional association activities.  Therefore, association meeting participants should refrain from discussing any activity that 
could potentially be construed as having an anti-competitive effect. Discussions relating to product or service pricing, market allocations, membership restrictions, product 
standardization or other conditions on trade could arguably be perceived as a restraint on trade and may expose the SOA and its members to antitrust enforcement procedures.

While participating in all SOA in person meetings, webinars, teleconferences or side discussions, you should avoid discussing competitively sensitive information with competitors 
and follow these guidelines:

• -Do not discuss prices for services or products or anything else that might affect prices

• -Do not discuss what you or other entities plan to do in a particular geographic or product markets or with particular customers.

• -Do not speak on behalf of the SOA or any of its committees unless specifically authorized to do so.

• -Do leave a meeting where any anticompetitive pricing or market allocation discussion occurs.

• -Do alert SOA staff and/or legal counsel to any concerning discussions

• -Do consult with legal counsel before raising any matter or making a statement that may involve competitively sensitive information.

Adherence to these guidelines involves not only avoidance of antitrust violations, but avoidance of behavior which might be so construed.  These guidelines only provide an overview 
of prohibited activities.  SOA legal counsel reviews meeting agenda and materials as deemed appropriate and any discussion that departs from the formal agenda should be 
scrutinized carefully.  Antitrust compliance is everyone’s responsibility; however, please seek legal counsel if you have any questions or concerns.



Presentation Disclaimer

Presentations are intended for educational purposes only and do not replace independent 
professional judgment. Statements of fact and opinions expressed are those of the participants 
individually and, unless expressly stated to the contrary, are not the opinion or position of the 

Society of Actuaries, its cosponsors or its committees. The Society of Actuaries does not endorse 
or approve, and assumes no responsibility for, the content, accuracy or completeness of the 

information presented. Attendees should note that the sessions are audio-recorded and may be 
published in various media, including print, audio and video formats without further notice.



Quantile Regression:  Modeling the Entire Claim Distribution
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➢ Current actuarial practice either forecasts only the mean (leveraging risk scores or prior claim 

experience) or constructs a single Claim Probability Distribution (i.e. for benefit relativity pricing).

➢ Risk scores forecast the expected future relative claims cost given a set of predictors (age, gender, 

conditions, Rx utilization, comorbidities, …)

Quantile Regression estimates the entire distribution for each level of these predictors at the 

member level

𝑦25𝑡ℎ = 0.6 ∗ 𝑎𝑔𝑒 + 1.2 ∗ 𝑔𝑒𝑛𝑑𝑒𝑟 + 0.4 ∗ 𝐸𝑅𝐺
𝑦50𝑡ℎ = 1.1 ∗ 𝑎𝑔𝑒 + 3.2 ∗ 𝑔𝑒𝑛𝑑𝑒𝑟 + 4.8 ∗ 𝐸𝑅𝐺
𝑦98𝑡ℎ = 0.3 ∗ 𝑎𝑔𝑒 + 0.5 ∗ 𝑔𝑒𝑛𝑑𝑒𝑟 + 6.7 ∗ 𝐸𝑅𝐺

𝐸(𝑦) = 1.2 ∗ 𝑎𝑔𝑒 + 2.9 ∗ 𝑔𝑒𝑛𝑑𝑒𝑟 + 5.1 ∗ 𝐸𝑅𝐺

➢ We can then build Confidence Intervals, understand when experience is extreme, model stop loss, 

and distinguish true changes from random statistical variation



Quantile Regression predicts conditional 
percentiles without distributional assumptions

Note how impact of variable (slope) changes at different percentiles
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• Traditionally use point estimates of historical claim costs or risk scores to forecast future claims

• Desirable to know the distribution of future costs (not Normal) and what variables drive them
• QR shows, for each age/gender/condition profile, the distribution of costs (i.e. 50th percentile is $360, 85th is $400)

• More powerful than knowing just best estimate is to know Confidence Intervals:
• 50% chance of costs between 0.3 and 0.8 above average and 80% chance of costs between 0.1 and 1.0 above average

• Seen another way, 50th percentile of individual’s claims is 0.5, 75th percentile is 0.8, the 90th percentile is 1.0, etc.

• By modeling each percentile, we know what conditions drive estimates at different levels of distribution

50%

15%

15%



Quantile Regression – Individual Risk
➢ Each individual has a unique claims distribution that can be statistically estimated based on age, 

gender, morbidity, Rx utilization, etc.

➢ Move from Single Dimension to understanding three dimensions of risk
➢ High expected costs (traditional risk scores)

➢ Uncertainty due to wide range of possible costs with significant probability (high variance)

➢ Potentially catastrophic costs in the tail of claims distribution (rare high cost events)
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Member Group 50th 65th 75th 80th 90th 95th 96th 97th 98th 99th 99.5th

0037 1198 0.0 0.1 0.3 0.4 1.3 3.0 3.8 5.2 6.7 10.7 13.3

0058 1198 0.0 0.1 0.2 0.3 0.7 1.6 2.3 2.9 4.4 8.3 13.7

0341 1198 0.6 1.1 1.8 2.4 5.3 9.8 11.2 13.5 16.7 23.0 29.4

0691 1198 0.4 0.7 1.0 1.3 2.9 5.2 5.9 7.5 9.9 13.9 18.2

1491 1198 0.3 0.6 1.1 1.5 4.2 7.2 8.5 10.2 11.5 15.1 17.7

1706 1198 0.7 1.4 2.3 3.0 6.7 11.6 13.9 15.8 18.7 22.5 28.5

2071 1198 0.3 0.5 0.7 1.0 1.8 3.1 3.4 3.9 4.5 6.5 8.2

2095 1198 0.9 1.6 2.4 3.2 6.8 11.2 13.3 15.0 17.5 19.1 22.6

2429 1198 0.1 0.2 0.3 0.4 0.9 2.0 2.4 3.0 3.6 5.6 8.2

4045 1198 0.2 0.5 0.8 1.0 2.5 4.5 5.2 6.2 8.2 13.5 15.9

5802 1198 0.4 0.6 0.9 1.2 2.3 4.7 5.8 7.3 9.7 13.2 18.8

6715 1198 0.1 0.2 0.4 0.6 1.7 4.0 4.9 6.5 8.9 13.0 16.4



Sometimes one model can’t do it all….Ensemble Learning
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Ensemble Learning
• Machine Learning algorithms are getting better all the time…

• But each model generally can learn only some part of the structure of your data        
(i.e. linear structure, nested dependency inherent in trees)

• Model Ensembles approach differently – instead of a single “master” model we 
combine multiple weaker models and allow each to predict where it is most powerful

• Combining the strengths of different models has been shown to produce superior 
predictions (i.e. Kaggle, theoretical considerations of bias/variance)

9



10

• Statistical.  Training data is 
small relative to size of space 
we want to search, averaging 
reduces risk of choosing the 
wrong classifier

• Computational.  Individual 
models get stuck in local 
optima, averaging can get to 
better overall prediction

• Representational.  Individual 
learners may not span large 
enough space to find real 
solution, combining can enable 
search in expanded space

Why does ensemble learning work?



Ensemble Learning – Bagging

• Bootstrap Aggregation 
(Bagging)

▪ Sample uniformly and 
with replacement from 
training set

▪ Size of each sample can 
be small or large

▪ Build predictor on each 
sample and average 
results
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➢ Works well for unstable learning algorithms, i.e. decision 
tree, neural networks



Ensemble Learning – Boosting
• Family of sequential learning algorithms to convert weak learners 

into strong ones

• Apply sequence of weak learners (i.e. shallow decision trees) and fit 
subsequent learners to error of prior models

• Increase weight of misclassified, decrease weight of correctly 
classified to create a new data set focused on “hard to predict” cases

• Iterate and finally predict using weighted average of most recently 
constructed N models, weights chosen to minimize overall error

12



Ensemble Learning – Boosting
13

By Sirakorn - Own work, CC BY-SA 4.0, 
https://commons.wikimedia.org/w/index.
php?curid=85888769



What are Extreme Events?
California earthquake data (i.e. Northridge causing 1994 to be 3rd worst 

year on record for P&C claims)

Extreme Events drive significant fraction of risk

• Floods

• Epidemic

• Stock Market crash

How do we model and quantify  the risk of these events (and ensure 
paying a reasonable price for reinsurance?)

In the real world, tails are much fatter than the normal distribution (even 
with Central Limit Theorem)

14



What Insurance Questions Does Extreme 
Value Theory Try to Answer?

• What is the probability that experience a claim of at least $1 M next year?

• How many claims above $1 M are expected given population risk profile?

• How do we assess the risk of different pooling charges for large groups, when 
threshold is so high that claims experience insufficient

• How do we better model reinsurance risks at extreme tail of distribution?

• What is the distribution of claims (number and severity) above a certain 
threshold, say $100,000?

15



Modeling Extreme Events
▪ When try to model a distribution, naturally focus on where majority of 

information is, but pattern often deviates significantly from behavior in tails

▪ Need special attention to this behavior to not get “overwhelmed” by central 
tendency

▪ Heavy-tailed distributions like health claims, catastrophic flood losses

▪ Want to model distribution of claims above a threshold like $100,000, but data 
is sparse there, derive asymptotic properties of tails

16



Techniques for Modeling
• Maxima of events in a block instead of sums

• Average of k largest losses (or other function of sum)

• Expected shortfall given extreme loss, i.e. tail conditional expectation

• Sum of excess losses over a threshold

• Return Level (level expect to be exceeded in one of out of k periods of length n)

17



How can we model extreme events?
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Distribution of Records or Maxima

Gumbel (ξ = 0), Frechet (ξ > 0), or Weibull (ξ < 0)

In the Limit we get Generalized Extreme Value Distribution

How often will 𝑀𝑛be exceed and by how much?



3 Types of GEV Based on Shape Parameter
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Peak Over Threshold

20

• For x between 0 and u we have plenty of data and can estimate, but difficult to model 
above threshold u

Advantage: more efficient use of data than block max
Disadvantage: how to choose threshold 𝑢 not evident

• The distribution of exceedances over large threshold 𝑢 are asymptotically distributed as 
Generalized Pareto Distribution (GPD) , by theorem of Pickands



Choosing threshold u to study maxima

• Generally driven by applications

• If u chosen too low then exceedances are not 
really from the tail so will have biased model

• If u chosen too high not enough data points to 
build robust model and variance is high

21



What about Incidence?
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• Estimates above model the severity distribution, given an estimate of the 
frequency of rare events (i.e. distribution given 𝑋 > 𝑢)

• Can use Logistic regression to estimate 𝑃(𝑋 > 𝑢) but estimates will be 
biased for rare events, sometimes badly so

• Standard MLE estimate will understate probability of extreme event 
occurrence, leading to underpricing

𝜋 = 𝑃 𝑌 = 1 𝛽) =
1

1+exp(−𝑥𝛽)



Neural Network

Inputs (i.e. demographics, conditions, scripts) propagate through a series of neurons, which are 
activated based on parameters that are optimized on a training data set, to arrive at a prediction.

• While regression models a linear relationship, NN can in theory estimate any function
• Neurons are connected by weights and bias term (parameters), there are many degrees of freedom
• Each neuron is controlled by an activation function such as sigmoid (nonlinear), where β is chosen to 

minimize error
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NLP In Health Insurance - Introduction

• Two fundamental gains from “AI Revolution”:

1. Democratization – inexpensive CPU power, programing languages, and open-source packages

2. New Types of Data – can turn images, text, or seemingly structureless “traditional” datasets into 
usable data

• Use of text datasets through Natural Language Processing (NLP) will become increasingly 
important for healthcare insurers.

• Datasets - historically difficult to standardize and reviews were highly manual 
• Electronic Medical Records 

• Provider/Customer Contracts

• Legal Decisions/Regulatory Guidance

• Member/Provider Surveys

• Fraud Detection (social media, other internet sources)

• Uses to Health Insurers
• Verify accurate coding for claim adjudication/quality assessment/risk adjustment

• Automate utilization management activities

• Identify anomalous contractual language

• Flag emerging legal issues

• Health Plan marketing strategy/health literacy

• Provider relationship/NPS

• Fraud detection



NLP In Health Insurance - Agenda
How Text Gets Turned Into Data

• Bag-Of-Words
• Stopwords / Pre-Processing
• Stemming/Lemmatization
• N-grams
• Word Embeddings/GloVe
• TFIDF

How Text-Derived Data Gets Used
• Distance/Similarity Measures
• Classification (Logistic Regression, Naïve Bayes, Support 

Vector Machines (SVM, NBSVM)
• Recurrent Neural Networks (RNN)
• Long Short Term Memory (LSTM) 
• Gated Recurrent Unit (GRU)



Bag-Of-Words Models

Bag-Of-Words: representing text as count of word occurrence within a document.  Called “bag” because 
word order is disregarded

Example of “Actuary” from SOC (standard occupational classification) definition

Analyze statistical data, such as mortality, accident, sickness, 
disability, and retirement rates and construct probability tables to 

forecast risk and liability for payment of future benefits. May 
ascertain insurance rates required and cash reserves necessary to 

ensure payment of future benefits. 

Partial dataset, showing most common words

Etc.



Stopwords and Other Pre-Processing Steps

Stopwords – the most common words in a language.  Stopwords may not add value in understanding the meaning of a document.

• Examples:

• Determiners – indicate a noun is following (e.g. “the”, “a”, “an”, “another”)

• Coordinating Conjunctions - connect words/phrases/clauses (e.g. “for”, “an”, “nor”, “but”, “or”, “yet”, “so”)

• Prepositions – temporal/spatial relations (e.g. “in”, “under”, “towards”, “before”)

• Intent is to remove noise in model.  Words that are noise in one application can be essential in another.  

• There are many pre-prepared lists of stop words available of varying lengths/applications.  No one list is “best” – varies by 
dataset and application.  

Other Pre-processing Steps

• Punctuation is not a formal stopword, but is often removed in a bag-of-words model (does not provide meaning solely by it’s 
presence)

• May also be appropriate to put all words in lower case (first word in sentence may not be important, proper titles may be)

Partial dataset, showing most common words

Etc.



Stemming and Lemmatization

• “Stemming” – chopping off the ends of words (somewhat crude)

• “analyses” and “analysis” => “analys”

• A bit of a blunt instrument:

• Over-stemming (e.g. “universal”, “university”, “universe” => “univers”)

• Under-stemming (“alumnus”, “alumni”, “alumnae” => “alumn”)

• Common implementations with varying degrees of aggressiveness (e.g. Porter, Snowball, Lancaster stemmers).  
First steps in Porter stemmer: 

• Step 0: remove apostrophes, ending s

• Step 1a: replace ending “sses” with “ss”; ending “ied” or “ies” with “I” or “ie”, etc.

• “Lemmatization” uses vocabulary and morphological analysis to find roots of words

• Always results in an actual word (“saw”: stemming => “s”, lemmatization => “see”, “saw” (verb); or “saw” (noun))

• Can be computationally intensive.

• May not yield materially better results than stemming

• Can yields much better accuracy on some texts and much worse on others => increase proportion of relevant 
events identified (recall) while decreasing proportion of identified events that are relevant (precision). 

• Stemming and Lemmatization are very language-specific processes: different algorithms and 
considerations for non-English languages.



Term Frequency-Inverse Document Frequency (TFIDF)

• TFIDF – statistical measure(s) used to evaluate how important a word is to a document 
with respect to a collection of documents.  “Importance” increases proportionally to the 
number of times a word appears in a document, offset by the frequency in the corpus.

• May use normalize tfidf vector (Euclidian/L2 norm is common)

proportion word (wi) in document (di)    X log
documents in corpus

documents in corpus where word (wi) appears
tfidf(wi, di) =

Term Frequency (tf)
↑ as word frequency in document increases
↓ as word frequency in document decreases

Inverse Document Frequency (idf)
↑ as word appearances in corpus decrease
↓ as word appearances in corpus increase



N-grams

• N-grams: rather than each word being counted, count sequences of n words (n-1 words prior 
to current word)

• Bag-of-Words: allow for “probability tables” and “payment of liabilities” (from actuaries) to be distinguished from 
“steam table” and “accept payment” (from fast food workers) 

• Evaluate varying choices of n (“bigram” = 2; “trigram” = 3)

• May increase sparsity of data (i.e. co-occurrence of bigrams in document less frequent than co-occurrence of single 
words)

• N-gram language models use Bayes theorem to predict 
next word given history

• e.g. P( “…[o]ppportunity” | “risk is o…”)
• Train model on very large corpus.  Not able to handle n-grams not in 

training corpus.



Word Embeddings

• Word Embeddings – arrange words in high-dimensional 
space based on similarity (i.e. similar words are close 
together)

• Several algorithms (e.g. word2vec, glove, fasttext)
• Many available databases of word lists and vector coordinates 

based on training from a very large corpus  (e.g. GloVe
algorithm trained on Wikipedia encoded in 300d vectors)

• Need to use dimensionality reduction (PCA, t-SNE, etc.) to 
visualize.

• GloVe Model
• “Main intuition underlying model is the simple observation that 

ratios of word-word co-occurrence probabilities have the 
potential for encoding some form of meaning.”

• Algorithm places word vectors such that their dot product 
equals the log of the words’ probability of co-occurrence => 
encode word co-occurrence in word “location”

• Distance/direction between different words encodes meaning 
=> can do analogies (e.g. “man is to woman as brother is to… 
sister”)



Word Embeddings

Can remedy issues with bag-of-words 
approach (large feature dimension, 
sparse representation)

=> Combine words with similar meanings in 
different documents using nearest neighbors 
approach

Potential to construct “sentence 
vectors” using combination of words in 
sentence to mimic bag-of-words vector.

• Can do average of word vectors (arithmetic 
mean, Manhattan distance, etc.)

Word2vec 10k using 3d PCA

y

x

z



Distance/Similarity Measures
• Distance/Similarity Measures are one way to use 

observations from bag-of-words model

1. Plot bag-of-words vectors in n-dimensional 
space (3,495 words in SOC definition dataset => 
3,495 dimensions)

2. Measure “distance” between 2 points => close 
proximity implies similarity.  

• Various ways of defining “distance” to deal 
with unique issues:

• In 3495-dimensional space every point is 
similar distance apart (“curse of 
dimensionality”)

• Differing total number of words in texts may 
cause issues

• May be interested in binary “if word occurs” 
or number of times word occurs (or tf-idf
score)

Bag-of-Words tells us:
• Words unique to “Actuaries”:

• “accident”, “forecast”, “future”, “mortality”, 
“probability”, “reserves”, “retirement”, and “sickness”.

• Common words in “Actuaries” shared with other professions:
• “rates” is used once in “Hydrological Technicians” and 

“Industrial Engineering Technicians”
• “payment” is used in “Bill and Account Collectors”, 

“Wholesale and Retail Buyers”, “Fast Food Workers”, 
“Loan Officers”, “Counter and Rental Clerks”, and 
“Automotive and Watercraft Service Attendants”

• Professions “actuaries” share the most words with:
• “Credit Analyst” – 3 shared words (“analyze”, “data”, 

“risk”)
• “Data Scientists” – 2 shared words (“data”, and 

“analyze”)



Distance/Similarity Measures
• Euclidian Distance – “straight line” distance

• Distance between points p and q in n-dimensional space: σ𝑖=1
𝑛 (𝑝𝑖 − 𝑞𝑖)2

• Features:

• Very common metric, especially in low-dimensional space

• Handles distance in all directions (doesn’t require a point of reference/center)

• Prone to curse of dimensionality => similar Euclidian distances for all points in high-dimensional space

• Cosine Similarity  – “angular” distance

• Angle between points p and q (with the origin as the vertex) in n-dimensional space:

• Features

• Not impacted by total number of words in text

• Evaluates closeness with respect to the origin 

• Not impacted by higher dimensional datasets

• Hamming Distance / Orchini Similarity

• Euclidian Distance and Cosine Similarity (respectively) applied to binarized data

• Features:

• Not impacted by total number of words in text

• Repeat occurrence of words may be false indicator of similarity

σ𝑖=1
𝑛 𝑝𝑖 𝑞𝑖

σ𝑖=1
𝑛 𝑝𝑖 σ𝑖=1

𝑛 𝑞𝑖



Classification

• Text Classification is broad category encompassing many NLP tasks

• Logistic Regression - GLM model

• Returns output 0 to 1 which is log-odds of outcome (corresponds to probability of binary class).  

• Handles highly-correlated features well. Also do well when there is a lot of noise (i.e. features are loosely correlated with response).  Can 
struggle with high number of dimensions.

• Can use multinomial logistic regression (aka softmax regression) when more than two classes

• Naïve Bayes – applies Bayes’ theorem with strong (naïve) independence assumptions between features

• 𝑃 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒 "𝑖𝑚𝑝𝑜𝑠𝑒𝑠 𝑙𝑖𝑚𝑖𝑡𝑎𝑡𝑖𝑜𝑛𝑠") =
𝑃 "𝑖𝑚𝑝𝑜𝑠𝑒𝑠 𝑙𝑖𝑚𝑖𝑡𝑎𝑡𝑖𝑜𝑛𝑠" 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒) ∗𝑃(𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒)

𝑃("𝑖𝑚𝑝𝑜𝑠𝑒𝑠 𝑙𝑖𝑚𝑖𝑡𝑎𝑡𝑖𝑜𝑛𝑠")

• Simple, fast, reliable, and accurate

• Support Vector Machine (SVM) – finds linear classifier that divides two classes by maximizing distance from nearest point in either group. Can 
transform feature space using nonlinear high-dimensional transformation so that “linear” classifier may be nonlinear in the original input space.

• Do better than Logistic Regression when many 
predictors, and where predictors nearly certainly 
determine response variable. 

• Can combine Naïve Bayes and SVM (i.e. NBSVM) – feed 
log-count ratios into SVM (Wang and Manning, 2012)



Neural Network

Inputs (i.e. demographics, conditions, scripts) propagate through a series of neurons, which are 
activated based on parameters that are optimized on a training data set, to arrive at a prediction.

• While regression models a linear relationship, NN can in theory estimate any function
• Neurons are connected by weights and bias term (parameters), there are many degrees of freedom
• Each neuron is controlled by an activation function such as sigmoid (nonlinear), where β is chosen to 

minimize error
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Recurrent Neural Networks (RNN)

• Recurrence allows output to be factored back into the neural network in a loop,  enabling the network to learn patters from inputs far 
removed from each other in time or space, not just the previous step.

• Example: “Analyze statistical data, such as mortality, accident, sickness, disability, and retirement rates and construct probability tables to forecast 
risk and liability for payment of future benefits. May ascertain insurance rates required and cash reserves necessary to ensure payment of future 
benefits.”

• Underlined phrases may be parenthetical – nouns following “such as” and text following “May…” could have less importance in defining key aspects of a 
profession.

• Bolded phrases span multiple words: “analyze statistical data” and “compile statistical data” would map to very different professions, but a bi-gram model 
would contain “statistical data” in each.  Similarly “forecast” is dependent on what you’re forecasting, so want to weight context more heavily around that 
word (actuaries and meteorologists are very different professions).

• Treats each word as a separate input occurring at time t (instead of all inputs happening at same time) => allows for sentence structure to be 
considered by model.

• Model Illustration (see “Unrolled Version”)
1. Receive x0 as input, activation function A returns output h0

2. Receive h0 and x1 as input, activation function A returns output h1

3. etc.

• Potential Drawbacks To RNNs:

• Difficult to access information from many steps ago

• Vanishing/exploding gradient problem – when training model, partial derivative (“gradient”) of error function is used to make updates to weights.  Gradient 
of common activation functions are bound by (0, 1).  Multiplying many small gradients together (for each layer in unfolded network) pushes range of 
gradients to 0.  => Model training is stalled.  (Reverse story is possible with exploding gradient => multiplying pushes to ∞)

RNN Loop Structure RNN Unrolled Version



Long Short Term (LSTM) Networks

• A special kind of RNN that is designed to avoid long-
term dependency problem.

• “Cell State” – “conveyor belt” of model.  2 gates 
allow new information to flow through.

• “Forget Gate” - takes information from previous 
state (hi) and new input (xi).  Outputs number 
between 0 and 1 for each value in cell state (1 
means “remember”, 0 means “forget”)

two parts: 1a) sigmoid gate 
determines which values in cell state to update; 
1b) tanh layer creates vector of new cell state 
values.  Join these together => information to add 
to cell state.

– sigmoid gate determines which 
parts of cell state to output, tanh function pushes 
values between -1 and 1 LSTM – 4 interacting layers

Standard RNN – single activation function



Gated Recurrent Unit (GRU)

Many variants of LSTM structure exist.  One increasingly common variant is the GRU - combines forget and input 
gates into single “update gate” and merges cell state and hidden state 

• Fewer operations, so faster to train than LSTM, may perform better on less training data

• LSTM theoretically able to remember longer sequences, but in practice the two produce very similar results



Resources For Further Learning

• nlp.standford.edu
• Standford has leading NLP/AI research group.
• Link includes access to course pages (some with 

YouTube videos of lectures) and text books produced 
by faculty

• Research blog that can give summarized view of 
current leading research.

• Kaggle.com
• Number of very good tutorials.  Good for learning 

coding for variety of packages.
• Datasets to play with, help on first steps.

• Other Tutorials
• Medium: “Natural Language Processing (NLP) with 

Python – Tutorial”; Towards AI Team
• Medium: “Over 200 of the Best Machine Learning, 

NLP, and Python Tutorials – 2018 Edition”; Robbie 
Allen
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• Packages (Python)
• NLP

• NLTK - https://www.nltk.org/book/
• Gensim - https://www.machinelearningplus.com/nlp/gensim-

tutorial/
• spaCy - https://spacy.io/usage/spacy-101

• Classification & Dimensionality Reduction
• scikit-learn - https://scikit-learn.org/stable/tutorial/index.html

• Neural Networks
• Keras -

https://keras.io/getting_started/intro_to_keras_for_engineers/
• PyTorch - https://pytorch.org/tutorials/

• Text Scraping
• BeautifulSoup -

https://www.crummy.com/software/BeautifulSoup/bs4/doc/
• Selenium - https://selenium-python.readthedocs.io/

• Optical Character Recognition (read text from images)
• OpenCV -

https://docs.opencv.org/master/d9/df8/tutorial_root.html
• PyTesseract - https://pypi.org/project/pytesseract/

https://www.nltk.org/book/
https://www.machinelearningplus.com/nlp/gensim-tutorial/
https://spacy.io/usage/spacy-101
https://scikit-learn.org/stable/tutorial/index.html
https://keras.io/getting_started/intro_to_keras_for_engineers/
https://pytorch.org/tutorials/
https://www.crummy.com/software/BeautifulSoup/bs4/doc/
https://selenium-python.readthedocs.io/
https://docs.opencv.org/master/d9/df8/tutorial_root.html
https://pypi.org/project/pytesseract/


Questions?



Please remember to complete the webcast 
evaluation.  Link can be found when you close 

out of the webcast.
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